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DEFENDAI™
Securing Agentic & Generative AI

NIST AI Risk Management Framework
Alignment Report

90-Day Governance Posture Assessment — Multi-Environment

Organization: Defendai

Reporting Period: Jun 14, 2026 — Jun 14, 2026 (90 days)

Scans Included: 3 scan snapshot(s) across 4 environment(s)

Framework: NIST AI RMF (AI 100-1, January 2023)

Agents Tracked: 137 total discovered across period

Tier: AgentDiscover Growth

This report tracks AI agent governance posture across 3 scan cycle(s) covering 4 environment(s). It maps 

discovered activity, governance progress, and risk reduction to the four NIST AI RMF core functions.
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Executive Summary

This report covers 3 AgentDiscover scan snapshot(s) over the last 90 days across Defendai's environment(s): 

defendai-demo, Omars-MacBook-Pro.local, n8ndefai. Total agent population changed from 130 to 137. Governance 

coverage improved from 2.3% to 2.2% — 3 agents have a governance decision recorded. Credential exposures 

remain at 4. 131 agents remain unreviewed. 9 cross-environment agent(s) require policy review.

Growth tier covers up to 5 environments. 4 of 5 environments scanned. NIST AI RMF mapping reflects governed 

state as of Jun 14, 2026 4:23 PM.

Metric Jun 14, 2026 5:56 AM Jun 14, 2026 3:18 PM Jun 14, 2026 4:23 PM Trend

Total agents discovered 130 132 137 +7

Environments scanned 4 4 4 flat

Credential exposures 4 4 4 flat

Ungoverned agents 124 126 131 +7

Agents approved 2 2 2 flat

Agents rejected 1 1 1 flat

Agents under review 3 3 3 flat

Ghost agents detected 0 1 1 +1

Cross-environment agents 9 9 9 flat

Governance coverage 2.3% 2.3% 2.2% -0.1pp
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Governance Progress — 90 Days

Coverage is defined as agents with a governance decision (approved or rejected) as a percentage of total 

discovered agents.

Governed agents (approved + rejected)

Jun 14, 2026 5:56 AM 3

Jun 14, 2026 3:18 PM 3

Jun 14, 2026 4:23 PM 3

Credential exposures (lower is better)

Jun 14, 2026 5:56 AM 4

Jun 14, 2026 3:18 PM 4

Jun 14, 2026 4:23 PM 4

Ungoverned agents (lower is better)

Jun 14, 2026 5:56 AM 124

Jun 14, 2026 3:18 PM 126

Jun 14, 2026 4:23 PM 131

Cross-Environment Agent Detection

Agents appearing across more than one environment represent elevated risk — the same agent accessing multiple 

environments without policy separation.

Agent Framework Environments Risk Gov. Status Action Required

direct_client Direct HTTP 
LLM Client

defendai-demo + Omars-
MacBook-Pro…

Medium Unreviewed Assign owner — cross-env

autogen_agent AutoGen defendai-demo + Omars-
MacBook-Pro…

Medium Unreviewed Assign owner — cross-env

Joke agent2 n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

Joke agent copy copy n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

Marketing Lead 
Generation

n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

Trending News 
Research Agent

n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

Discord-AutomaticReply n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

ProjectManager-Agent n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

ThreatResearcher Agent n8n n8ndefai + defendai n8n Low Unreviewed Assign owner — cross-env

9 cross-environment agent(s) detected in the latest scan. Agents spanning multiple environments represent elevated 

boundary risk.



DEFENDAI™  |  NIST AI RMF Alignment Report — 90-Day Governance Posture CONFIDENTIAL

DefendAI™ | The Secure Agent Ops Control Plane | defendai.ai | info@defendai.ai | +1.408.656.9708 Page 4

NIST AI RMF Posture Scorecard

Scores reflect posture as of each scan date. Target is Managed (4/5) within 12 months.

Function Jun 14, 2026 
5:56 AM

Jun 14, 2026 
3:18 PM

Jun 14, 2026 
4:23 PM

Change Target Key Driver

GOVERN 1/5 1/5 1/5 flat 3/5 3 agents governed; 9 cross-env agents 
need review

MAP 4/5 4/5 4/5 flat 4/5 4 environment(s) scanned; 137 agents 
inventoried

MEASURE 4/5 4/5 4/5 flat 3/5 3 scan data point(s) in period; enable 
weekly scans for continuous trend

MANAGE 1/5 1/5 1/5 flat 3/5 3 governance decisions; 131 agents 
still unreviewed

Overall 2.5/5 2.5/5 2.5/5 flat 3.3/5 Steady improvement; accelerate 
MANAGE to meet target
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GOVERN Score: 1/5 (flat from 1/5 on Jun 14, 2026 5:56 AM)

Governance accountability is established — 3 agents now have governance decisions compared to 3 at period start. 

An AI Acceptable Use Policy should be finalized. 9 cross-environment agent(s) represent an unaddressed 

governance gap.

Subcategory Jun 14, 
2026 5:56 

AM

Jun 14, 
2026 3:18 

PM

Jun 14, 
2026 4:23 

PM

Trend Priority Action

GV-1.1 AI Risk Policy Not Met Not Met Not Met flat Draft AI Acceptable Use Policy; begin governance 
reviews to establish accountability.

GV-1.2 Accountability Partial Partial Partial flat 3 of 137 agents have governance decisions. Target 
100% coverage.

GV-1.3 Roles & Resp. Not Met Not Met Not Met flat Define RACI for AI agent deployment; assign 
owners during governance review.

GV-2.1 Org Culture Partial Partial Partial flat 3 agents under review — maintain review cadence.

GV-4.1 AI Inventory Met Met Met flat 4 environment(s) in scope with 137 agents 
inventoried. Schedule recurring scans.

GV-6.1 Incident 
Procedures

Not Met Not Met Not Met flat Draft AI Incident Response Playbook for agent-
related security events.
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MAP Score: 4/5 (flat from 4/5 on Jun 14, 2026 5:56 AM)

Agent discovery spans 4 environment(s) with 137 agents inventoried. 9 framework(s) detected including AWS 

Bedrock. 9 cross-environment agent(s) flagged as elevated risk. Business context documentation remains 

incomplete for 134 agents.

Subcategory Jun 14, 
2026 5:56 

AM

Jun 14, 
2026 3:18 

PM

Jun 14, 
2026 4:23 

PM

Trend Priority Action

MP-1.1 Context Estab. Partial Partial Partial flat Agent names and tech context available. Business 
purpose not documented for 134 agents.

MP-2.1 Risk Categoriz. Met Met Met flat 100% of agents have risk levels assigned across 
scanned environments.

MP-2.3 Impact Assess. Not Met Not Met Not Met flat Blast radius flagged for 9 cross-env agent(s). 0 
reviewed.

MP-3.1 Benefits & Costs Not Met Not Met Not Met flat API cost tracking not implemented. AgentWatch 
required for usage monitoring.

MP-4.1 SaaS Mapping Partial Partial Partial flat AWS Bedrock detected. Confirm sub-processor DPA 
coverage.

MP-5.1 Data Flows Not Met Not Met Not Met flat Credential and connection mapping in progress. 
Schedule Layer 4 scan for full data flows.
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MEASURE Score: 4/5 (flat from 4/5 on Jun 14, 2026 5:56 AM)

Scan history (3 data point(s)) provides trend visibility into AI agent risk posture. Agent count grew (+7), governance 

coverage changed -0.1pp, and credential exposures held steady. Continuous monitoring and adversarial testing are 

not yet operational.

Subcategory Jun 14, 
2026 5:56 

AM

Jun 14, 
2026 3:18 

PM

Jun 14, 
2026 4:23 

PM

Trend Priority Action

MS-1.1 AI Risk Metrics Not Met Partial Partial + 3 scan data point(s) available. Target weekly scans 
for continuous trend.

MS-2.1 Testing & Eval. Partial Partial Partial flat Require governance approval before production 
deployment of new agents.

MS-2.5 Adversarial Test Not Met Not Met Not Met flat AgentWatch prompt injection monitoring required. 
Not yet deployed.

MS-3.1 Bias & Fairness Not Met Not Met Not Met flat Out of scope for current program phase. Schedule 
for next review cycle.

MS-4.1 Incident Track. Not Met Not Met Not Met flat Enable governance workflow to establish incident 
tracking baseline.

MS-4.2 Audit Trail Not Met Not Met Not Met flat Owner/status changes logged via governance 
workflow. Prompt-level audit requires AgentWatch.
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MANAGE Score: 1/5 (flat from 1/5 on Jun 14, 2026 5:56 AM)

Governance workflow is operational — 3 agents reviewed (2 approved, 1 rejected). 131 agents remain unreviewed. 

Current review pace (~1/month) should accelerate to reach full coverage.

Subcategory Jun 14, 
2026 5:56 

AM

Jun 14, 
2026 3:18 

PM

Jun 14, 
2026 4:23 

PM

Trend Priority Action

MG-1.1 Risk Response Not Met Not Met Not Met flat 4 credential exposure(s) remaining — rotate before 
next scan.

MG-2.1 Strategies & Pol Partial Partial Partial flat Governance workflow active for 3 agents. Define 
minimum controls for approved agents.

MG-2.2 Risk Prioritiz. Met Met Met flat Use DefendAI risk scoring to prioritize governance 
reviews. Document review process.

MG-3.1 Risk Communic. Not Met Partial Partial + NIST AI RMF report generated. Establish quarterly 
reporting cadence to security leadership.

MG-3.2 Incident Response Not Met Not Met Not Met flat No AI IR playbook. Draft required before next review 
period.

MG-4.1 Residual Risk Partial Partial Partial flat 131 unreviewed agents tracked. Formal risk 
acceptance process pending.
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Regulatory Compliance Mapping

The following table maps AI agent findings across the reporting period to specific regulatory requirements. Status 

reflects current posture as of Jun 14, 2026 4:23 PM.

Regulation Requirement First Latest Evidence Next Action

SEC/FINRA AI audit trail (Rule 17a-4) Gap Gap 130 shadow AI agent(s); 
governance log not started

Deploy AgentWatch for 
prompt audit trail

SEC/FINRA Supervisory controls Partial Partial 3 agents governed; 131 remain Accelerate governance 
reviews to reach 50%+ 
coverage

SOX IT general controls Partial Partial Access controls applied to 2 
approved agents

Apply controls to all 
approved agents

GDPR Sub-processor disclosure Partial Gap AWS Bedrock detected; DPAs 
under review

Confirm DPA coverage for 
all detected AI providers

GDPR Data processing records 
(Art. 30)

Partial Partial Agent inventory complete across 
4 env(s); data flows partial

Complete data flow 
mapping via Layer 4 scan

SOC 2 CC6.1 Logical access Gap Gap 4 credential exposure(s) in latest 
scan

Rotate remaining 4 
credential(s) immediately

SOC 2 CC7.2 Monitoring Gap Partial 3 scan data point(s); not yet 
continuous

Enable weekly automated 
scans

NIST CSF ID.AM Asset Management Partial Met 137 agents inventoried across 4 
env(s)

Export to GRC system; 
schedule next re-scan
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Next 90-Day Roadmap (Jun 14, 2026 — +90 days)

Based on current posture, the following roadmap targets Managed (4/5) posture across all four NIST functions.

Phase Dates Actions NIST Target Success 
Metric

Phase 4 — Accelerate 
Governance

Jun 14, 2026 
4:23 PM — +30 
days

1. Review all 9 cross-env agents
2. Rotate 4 remaining credential(s)
3. Approve/reject 40 more agents
4. Draft AI Incident Response Playbook
5. Finalize AI Acceptable Use Policy

GOVERN
MANAGE

Coverage: 
50%+
Creds: 0
IR Playbook: 
drafted

Phase 5 — Monitor & 
Measure

+30 — +60 days 1. Enable weekly automated scans
2. Deploy AgentWatch on production machines
3. Connect governance events to SIEM
4. Complete data flow mapping (Layer 4)
5. Confirm all GDPR sub-processor DPAs

MEASURE
MAP

Weekly 
scan: active
Prompt 
audit: live
DPA: 
complete

Phase 6 — Optimize +60 — +90 days 1. Target 100% agent governance coverage
2. First AI risk board presentation
3. AgentGuard policy enforcement on critical agents
4. NIST AI RMF self-assessment
5. SOC 2 AI controls evidence package

All four
functions

Coverage: 
100%
All functions: 
4/5
SOC 2 ready
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About This Report

Generated by DefendAI AgentDiscover Growth tier. Covers 3 scan cycle(s): Jun 14, 2026 5:56 AM, Jun 14, 2026 

3:18 PM, Jun 14, 2026 4:23 PM. NIST AI RMF mapping references NIST AI 100-1 (January 2023) and the NIST AI 

RMF Playbook. Posture scores reflect automated evidence from scan results and governance workflow activity. 

Manual review by a qualified AI risk practitioner is recommended before use in formal audit submissions or board 

reporting.
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